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Abstract—The demand for monitoring in private rooms is
increasing as the aging population grows, and thermal cameras
are expected for privacy-preserving monitoring to deal with
accidents in private rooms. This paper focuses specifically on
wheelchair users who are more prone to falls. Falls can be
classified into high-risk falls that cause injury and low-risk
slips where users gradually slide out of the wheelchair. Treating
both equally risks generating excessive warnings and missing
true emergencies. In this study, we used low-resolution thermal
images to detect and distinguish high-risk falls and low-risk slips.
However, video analysis requires clear images of the limbs and
other details of the body, but thermal cameras cannot consistently
capture such detailed features. To overcome this, we developed
a system called “’Fall Detection using CNN and Torso Features
(FDCTF).” While CNN-extracted features require clear textures
and shapes, torso angle changes are less dependent on resolution
and can effectively differentiate falls from slips based on the
speed and duration of changes. By combining CNN and torso
features within an LSTM network, our system achieved an F1
score of 1.0 for fall detection, which represents a 0.09 increase
compared to using CNN features only, and distinguished falls
from slips with over 80% accuracy.

Index Terms—Fall detection, Thermal imaging, Time-series
analysis

I. INTRODUCTION

With the advancement of an aging society, the importance of
monitoring individuals while protecting their privacy in private
rooms has become increasingly significant. In particular, the
problem of staff shortages in nursing homes is prominent.
While human resources are concentrated on monitoring public
spaces, there is insufficient prevention of accidents in private
rooms. For example, in unit-type special elderly nursing
homes, where all rooms are private, a caregiver is often re-
sponsible for helping and checking approximately 10 people at
night, causing a heavy workload [1]. However, many accidents,
such as falls, also occur in private rooms, and addressing
these incidents is urgent. Furthermore, it is anticipated that
the need for monitoring will extend to individuals with mild
care needs, those living alone, and even wheelchair users,
making private room monitoring a critical social issue. As
private room monitoring becomes more widespread, there will
be an increasing demand for effective technology that ensures
privacy protection while remaining low-cost.

This research focuses on detecting falls in care settings,
particularly distinguishing between falls and slips involving
wheelchair users. Falls are the second leading cause of fatal
unintentional injuries worldwide [2]. A study of Medicare
beneficiaries in the United States showed an increase in
wheelchair use among those over 65 years of age, and
wheelchair users are more likely to experience physical chal-
lenges, such as falls, compared to non-wheelchair users [3].
Moreover, while wheelchair users often experience slow slips
from the chair when attempting transfers, these incidents are
typically not urgent. However, if such events are mistaken for
falls that require immediate intervention, it increases caregiver
workload and could lead to the risk that truly dangerous
situations are overlooked due to false alarms.

Current technologies struggle to accurately detect falls in
private rooms while preserving privacy, especially during
nighttime monitoring. Furthermore, the use of multiple sen-
sors increases costs and raises additional privacy concerns.
Therefore, this research proposes the use of a low-resolution
thermal sensor (160x120) as a solution. Despite its simplicity,
the thermal sensor can provide sufficient information to detect
falls while protecting privacy, achieving high accuracy, and
being suitable for nighttime monitoring.

Due to the nature of low-resolution thermal images, body
parts often do not appear clearly, and only rough silhouettes
of the person can be captured. Additionally, thermal images
can introduce temperature noise, which makes detecting de-
tailed body features difficult. Convolutional Neural Networks
(CNNs) and deep learning models are typically adept at
learning rich features such as fine textures and shapes, making
them highly effective in many vision tasks. However, in this
case, the low-resolution thermal data provides minimal detail,
leading CNNs to focus on subtle shapes and noise, which
increases the risk of overfitting. To address this challenge,
we focused on creating features that could be extracted even
from silhouette torso shapes while still being effective in
detecting falls. Our developed system, Fall Detection using
CNN and Torso Features (FDCTF), integrates CNN features
(including convolutional feature vectors and posture labels
from YOLO) with torso features (such as changes in torso



angle). This approach achieves high accuracy in fall detection
while preserving privacy.

This paper is organized as follows. In Section II, we provide
an overview of related work. In Section III, we explain the
dataset creation process. In Section IV, we detail the proposed
method. In Section V, we present the experimental results. In
Section VI, we discuss the conclusions and future work.

II. RELATED WORK

Currently, four main approaches are used for fall detection
with different devices.

1) Contact sensors: These sensors, such as mat sensors,
offer privacy protection but can miss falls or trigger false
alarms [4]. Wearable sensors also protect privacy but can
be burdensome for the elderly due to the need for regular
charge and carry [5].

2) Wireless technology: WiFi and UWB (Ultra Wide
Band) radio meet privacy needs but may fail to detect
untrained activities and require costly noise removal [6],
[7]. LiDAR captures 3D point clouds and thus provides
highly accurate human shapes, but is too expensive to
install in all rooms of elderly care facilities [8].

3) RGB and near-infrared thermo cameras: These de-
vices capture detailed data, but raise privacy concerns.
In particular, near-infrared cameras can operate in low
light conditions but may capture images through certain
clothing, raising privacy issues [9].

4) Depth and far-infrared thermo camera: Both work in
low-light conditions and protect privacy. However, depth
cameras struggle with obstacles [10], while far-infrared
cameras can easily detect individuals by heat signatures.

Initially, video-based fall detection systems relied on low-
level features, such as bounding box, aspect ratios, and head
movement speed, which were input into classifiers like SVMs
to distinguish falls from normal activities [11]. As deep
learning advanced, CNNs replaced traditional methods by
learning features from images, with a focus on body points
for improved posture and movement detection [12]. More
recently, CNN-LSTM (Long Short-Term Memory) approaches
emerged, enabling end-to-end learning by capturing both spa-
tial and temporal dynamics, which is particularly useful for fall
detection [13]. However, while this transition has improved
detection in RGB-based systems, the effectiveness of these
advanced methods in thermal imaging, especially for low-level
feature extraction, remains underexplored.

III. CREATING DATASET

Existing datasets for fall detection, such as the Le2i Fall
Detection Dataset (Le2i FDD) [14] and the Thermal Simulated
Fall Dataset (TSFD) [15], do not fully meet the needs of this
study. Le2i FDD contains RGB images in various settings,
but lacks sufficient data on falls from seated positions. TSFD
provides high-resolution thermal images (640x480) but lacks
data on falls from seated positions.

These datasets are useful for the detection of falls under
specific conditions, but do not provide the low-resolution
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Fig. 1: Room layout and thermal sensor placement

thermal images needed for this study, particularly for falls from
a seated position. Furthermore, none of these datasets include
labels for intermediate states such as falling or sliding; they
only indicate whether a fall has occurred or not. Therefore,
it is essential to acquire real data and create a new training
dataset tailored to the requirements of this research.

In this study, we conducted filming using a single FLIR
Lepton 3.1R thermal camera [16] with a resolution of 160x120
pixels and captured footage at 8 FPS. Each frame in the dataset
is labeled with one of four categories: ’usual,” ’under falling,’
‘caution,” or ’emergency.’ In particular, low-risk slips are
assigned the ’caution’ label, while high-risk falls are labeled
as ’emergency.” The distinction between these two is based
on the time from the loss of balance to when the individual
is fully on the ground. If the fall occurs within 2 seconds, it
is labeled ’emergency,” indicating a high-risk fall. If the fall
takes longer than 2 seconds, it is considered a lower-risk event
and is labeled as ’caution’.

A. Observation in Nursing Home

To investigate how falls and slips occur in real-world
settings, we installed a thermal camera in a private room of
Shibahara MoCA Maison, a serviced housing for the elderly
close to Osaka University, to attempt to detect falls and slips.
The room, shown in Fig. 1, measures 3.48 meters wide by
4.97 meters long, with the camera camouflaged as a dummy
spotlight on a duct rail at a height of 1.93 meters near the
bed. This installation method allows for natural behavior to
be recorded without the residents being aware of the camera’s
presence. Data were collected continuously from April 8 to
April 15, 2024, and April 22 to May 2, 2024, with thermal
images recorded 24 hours a day. During the study, participants
spent most of their time in their private rooms from 7 PM to
7 AM and in shared spaces the rest of the day.

During the observation period, five slip events were ob-
served, but no falls were recorded. These slips typically
occurred when the subject attempted to sit in the wheelchair
without applying the brakes, causing the wheelchair to shift
back and leading the individual to sit on the floor. The shortest
duration of this movement, from the beginning of sitting in the
wheelchair to the buttocks reaching the floor, was 2.8 seconds,
after which the subject voluntarily lay on the floor.

B. Creating a Simulated Environment Dataset

To further obtain data on falls and slips based on real data,
we created a simulated dataset by replicating the same room
environment in our lab. In this setup, the subject performed
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Fig. 2: Overview of the model architecture

falls and slips scenarios, and the corresponding data were
collected. Each video captured was approximately 30 seconds
long, resulting in a total of 39 falls, 45 slips, and 23 videos
of daily living activities. The study involved a single subject,
and the camera positioning and room dimensions accurately
replicated the real-world environment shown in Fig. 1. This
dataset includes activities of daily living and actions resem-
bling falls and slips, such as bending down to pick up an object
or properly transferring from the bed to the wheelchair.

IV. PROPOSED METHOD

We propose FDCTF, a method composed of five stages, as
illustrated in Fig. 2. First, preprocessing is conducted, followed
by the detection of human position and posture labels using
YOLO. Then, the necessary image features are extracted, after
which time-series analysis is performed to classify actions at
the frame level. Finally, event-level detection is carried out. In
frame-level detection, each frame is classified into one of three
categories: "usual,’ ’under falling,” or ’after falling.” Note that
for this stage of detection, the labels ’caution’ and ’emergency’
used in the dataset are unified under the ’after falling’ label.
For event-level detection, sequences identified as ’after falling’
are first detected. Following this, the system classifies the
detected events into either ’caution’ or ’emergency’ based
on the length of the preceding ’under falling’ sequence.
Specifically, shorter sequences of "under falling’ leading to the
event are labeled as ’emergency’, whereas longer sequences
result in a “caution’ label. Regarding image features, the study
explores a combination of prominent features, seeking the set
that yields the highest accuracy. In time-series analysis, LSTM
is used to capture the temporal relationships between frames,
enabling accurate detection of falls and slips.

A. Preprocessing

To enhance the visibility of the person in the thermal image,
the brightness of regions with a relative brightness of 90% or
more is increased by 1.2 times, while other regions are reduced
by 0.9 times based on the temperature distribution within the
image. This step improves the clarity of the person in the

(a) Original image (b) Enhancing human image

Fig. 3: Comparison of images before and after preprocessing

TABLE I: Class distribution in YOLO dataset

Class Head | Sitting | Lying | Standing
Training Data 4,301 3,565 1,233 54
Validation Data | 1,065 884 233 14

thermal image, thereby enhancing the accuracy of subsequent
analyses. The results are shown in Fig. 3.

B. Getting Human Position and Pose Labels Using YOLO

To detect where the person is located within the image and
what posture they are exhibiting, YOLO was used for detection
in each frame. However, existing research lacks YOLO models
trained on thermal images specifically targeting wheelchair
users. Therefore, in this study, we trained a YOLO model using
real-world and laboratory data to detect and classify postures
such as sitting, lying, and standing, as well as to detect the
head. The model used was YOLOv8n [17], which was trained
from scratch without using transfer learning.

The training data consisted of 4,802 images, while 1,139
images were used for validation. The class distribution within
the training and validation datasets is summarized in Table I.
The training dataset included 2,382 images captured in real-
world environments, with the remaining images captured in a
laboratory setting. Similarly, the validation dataset comprised
605 images from real-world environments, with the remainder
being laboratory-based data.

Each image contains at most one person, and in some cases,
there may be no person present. If the head of the person
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Fig. 4: Torso feature extraction from thermal images

is visible in the image, a bounding box for the head is also
annotated. The training was conducted over 300 epochs with
a batch size of 16 and a learning rate of 0.01.

C. Image Feature Extraction

Before extracting image features, the subject is cropped
from the thermal image based on the bounding boxes output
by YOLO and then binarized. This process eliminates unnec-
essary background information, allowing for more accurate
feature extraction from the subject. The binarized image
undergoes a closing operation to merge any gaps caused by
thermal intensity variations, ensuring a noise-free and consis-
tent silhouette that can be used for reliable feature extraction.
Several key features are then extracted from these processed
images, as shown in Fig. 4.

o Aspect Ratio (AR): The aspect ratio of the bounding
box from YOLOVS serves as an indicator of the person’s
posture and state.

o Torso Angle (TA): An ellipse is fitted to the silhouette
to approximate torso orientation, providing a measure of
torso angle that reflects posture changes.

o Head/Torso Speed (H/TS): The displacement of the
centroids of the head and torso between consecutive
frames is calculated and normalized based on the size
of the bounding box. This helps in recognizing key
movement patterns associated with falls or slips.

e Z-coordinate (Z): The distance from the floor to the
subject’s head is estimated using YOLO-detected head
data. The head area is assumed to be 0.16 x 0.32 m?2. By
comparing the actual head size with its bounding box size
in the image, the distance from the camera is calculated.
This Z-coordinate is derived using the camera’s focal
length and trigonometry, enabling the precise estimation
of the distance of the head from the floor. This feature is

TABLE II: Class distribution in ConvLSTM dataset

Dataset usual | under falling | after falling
Training Data 1,192 795 2,718
Validation Data 301 201 691

crucial for distinguishing between critical falls and less
severe movements, like crouching.

o CNN Feature Vector (CFV): Higher-level features are
extracted using ResNet to identify complex patterns that
geometric features alone cannot capture, enriching pos-
ture and activity analysis.

« Posture Probabilities (PP): The probabilities of posture
labels such as ’standing’ or ’lying down’ are obtained
from YOLO. These probabilities provide insight into the
subject’s current state and contribute to improving the
overall accuracy of the detection system.

In addition to the static values for Aspect Ratio and Torso
Angle, their differences between consecutive frames are also
calculated to capture dynamic changes. Specifically, the As-
pect Ratio Change (ARC) and Torso Angle Change (TAC) are
included as features to provide a more detailed analysis of
posture shifts and movement trends over time.

D. Frame Level Prediction Using LSTM

The proposed method utilizes previously extracted features
as input for time-series analysis to perform frame-by-frame
detection. The image features present in section IV-C are input
into the LSTM. During this process, the aspect change and
the angle change are determined based on whether the values
increase compared to the previous frame. The input features
to the LSTM are iteratively adjusted to find the combination
that maximizes accuracy. The window size is set to 32 frames,
and the LSTM processes these time series data to classify the
state in the final frame as either ’usual’, 'under falling,” or
“after falling.

The training data was split into 80% for training and 20%
for validation for each class. This setup resulted in 63 video
sequences for training and 17 sequences for validation. Due
to the limited number of activities, data augmentation was
performed by segmenting the activities using a sliding window.
Each window consisted of 16 frames, with a stride of 1
frame. Ultimately, 1,750 sequences were randomly selected
for training and 725 for validation, leading to the dataset label
counts shown in Table II. Due to the limited size of the dataset,
the model is highly susceptible to overfitting. Therefore, the
training was conducted with a reduced number of 5 epochs
and a learning rate of 0.0001.

E. Event Level Prediction

This section explains event-level detection. The process
begins by identifying sequences in which the classifier con-
tinuously detects ’after falling’ at the frame level. Afterward,
based on the length of the preceding 'under falling’ sequence
within the detected series, we determine whether the event
qualifies as a ’caution’ or ’emergency.’ In this study, our
objective is to perform continuous and real-time detection
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Fig. 5: Example of evaluation for determining whether an
event is classified as a fall at the event level

of falls using a sliding-window approach and to evaluate its
performance. First, we define the error frame difference D
as the number of frames between the actual start of the fall
event and the detected time. When the beginning of the ’after
falling’ sequence is detected and the classifier consecutively
judges ’after falling” for C times, exceeding the threshold
Chruas, the fall event is considered to have occurred at that
point. Figure 5 illustrates examples of the major cases. Here,
the evaluation is performed with D, = 8 and Cj,qp = 4.
For Actual eventl and Pred eventl, where D =5 and C = 8§,
since D < D,q: and C > Chae, Pred eventl is classified
as a true positive (TP). In the case of Pred event2, with
C = 3, since C' < Cy,qs, it is not considered a fall event. For
Actual event2, with D = 10 and no corresponding predicted
event within the D,,,, range, Actual event2 is classified as
a false negative (FN). Similarly, for Pred event3, since there
is no corresponding actual event within the D,,,, range, it is
classified as a false positive (FP). In the experiment, the value
of C,hqz Was fixed at 4, and the value of D,,,, was varied to
verify the changes in Recall and Precision.

Furthermore, the evaluation of ’caution’ and ’emergency’ is
conducted as follows. For events judged as TP, we count the
number of frames where the probability of being classified
as ’under falling’ starts from 40 frames (5 seconds) before
the frame where ’after falling’ is first detected. If this count
reaches the threshold (Th in Fig. 2), the event is classified as
a ’caution’. If below, it is considered an ’emergency’. Based
on Section III, we set THD to 16 frames (2 seconds).

V. EXPERIMENTAL RESULTS

In this section, we evaluate the performance of the YOLOvVS8
model used for feature extraction and the detection model.

A. Analysis of YOLO Model Training Results

We analyzed the YOLOvVS model’s performance after train-
ing, with validation results summarized in Table IIl. The
posture labels achieved mean Average Precision (mAP) of 50
over 0.9, and mAP50-95 near 0.8, demonstrating sufficient
accuracy. Examples are shown in Fig. 6. Detection was accu-
rate for seated wheelchair users, but misclassification occurred
when sitting on a bed, likely due to residual body heat, causing
an elongated shape and the predominant location of bed-
sitting scenes in the training data. The head class had the

Class Images | mAP50 | mAP50-95
all 995 0.97 0.78
head 967 0.97 0.64
sitting 882 0.99 0.83
lying 93 0.92 0.80
standing 14 1.00 0.87

TABLE III: YOLO trained result summary

(a) Example of suc-
cessful detection

(c) Failure to detect

as lying the head

Fig. 6: YOLOVS inference results.

lowest accuracy (mAP50-95 of 0.635), likely due to difficulty
recognizing details in thermal images as shown in Fig. 6(c),
although the general location of the body was detected.

B. Detection Accuracy and Characteristics

Table IV summarizes the results for frame-level and event-
level detection, including accuracy in distinguishing ’caution’
and ’emergency’ across various models. The values discussed
here refer to the F1 scores for the detection of fall events at
the event level. The method using CFV extracted from raw
thermal images performed the worst, likely due to overfitting.
In contrast, the combination of CFV extracted from binary
images and posture probabilities (PP) achieved the best per-
formance among the CNN features alone. By adding torso
features to the CNN features, several variations of the FDCTF
approach demonstrated improved accuracy compared to using
CNN features only. Among these, the combination of CFV, PP,
and torso angle changes (TAC) provided the highest accuracy.
This combination was particularly effective because TAC
captures the torso’s tilt, which is less affected by resolution and
irrelevant movements like bending. As a result, CFV+PP+TAC
achieved an F1 score of 1.0 for detecting all fall events
within 25 frames (3.2 seconds) and over 80% accuracy for
distinguishing between ’caution’ and ’emergency.” Figure 7
illustrates that 6 out of 11 events were detected within 1
second, and 8 within 2 seconds. Three events, detected more
than 3 seconds early, all involved slipping, where the system
detected the fall before the individual fully reached the ground;
this was deemed acceptable for practical use. Two examples
of successful detection by this model are shown in Fig. 8.

VI. CONCLUSION

In this study, we developed a practical fall detection system,
Fall Detection using CNN and Torso Features (FDCTF),
for elderly care facilities using low-cost thermal cameras.
The FDCTF system combines CNN features and torso fea-
tures to improve accuracy in detecting falls. It operates non-
invasively, requiring no contact with individuals, and ensures
data collection with full consent from residents, families,



TABLE IV: Frame level and event level results of various models (with two significant digits)

LSTM input featur Frame level using LSTM Detection of fall events at the event level | Emergency vs. caution accuracy in TP events
put teatures Usual f1 | Under falling f1 | After falling f1 | D_max | Recall | Precision F1 Emergency Caution
CFV (from raw images) 0.52 0.29 0.45 25 0.45 0.71 0.56 2/2 (100%) 2/3 (67%)
CNN Features onl CFV 0.71 0.37 0.77 27 0.55 0.86 0.67 2/2 (100%) 4/4 (100%)
u Y PP 0.70 0.48 0.83 26 1.00 0.69 0.82 3/6 (50%) 4/5 (80%)
CFV+PP 0.79 0.43 0.84 21 0.91 0.91 0.91 6/6 (100%) 4/5 (80%)
CFV+PP+AR 0.55 0.28 0.68 21 0.73 0.80 0.76 | 3/3 (100%) 375 (60%)
CFV+PP+TA 0.77 0.48 0.83 23 0.91 0.48 0.63 1/5 (20%) 4/5 (80%)
CFV+PP+Z 0.85 0.66 0.92 21 0.91 1.00 0.95 2/5 (40%) 4/5 (80%)
FDCTF CFV+PP+HS 0.77 0.53 0.86 23 0.91 0.91 0.91 5/5 (100%) 3/5 (60%)
CFV+PP+TS 0.77 0.56 0.87 32 1.00 0.92 0.96 6/6 (100%) 3/5 (60%)
CFV+PP+ARC 0.78 0.42 0.82 23 0.91 0.59 0.71 4/5 (80%) 3/5 (60%)
CFV+PP+TAC 0.90 0.56 0.93 25 1.00 1.00 1.00 5/6 (83%) 4/5 (80%)
CFV+PP+TAC+Z 0.86 0.46 0.88 23 0.91 0.91 0.91 5/6 (83%) 2/4 (50%)
8 the FDCTF system, aiming to develop a robust method appli-
71 1.0 cable to various environments, including real-world settings.
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